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ABSTRACT 
 

High-altitude UV-risk services require predictive models whose target, validation design, and atmospheric predictors are physically aligned. 
This study establishes a reproducible machine-learning foundation for that objective by modeling the quantity actually measured at the Puno 
automatic station: hourly global solar radiation. We analyzed 43,739 records from 2020–2024 and formulated prediction as supervised 
regression under a prospective temporal holdout. Calendar and wind direction were mapped to cyclic coordinates; predictor gaps were 
imputed using training-only medians; and 2020–2023 observations were used to estimate a month–hour climatology, ordinary least squares, 
ridge regression, and gradient-boosted decision stumps. Performance was evaluated exclusively on 2024 using MAE, RMSE, and R². The 
climatology yielded the best full-day generalization (MAE 57.6 W/m², RMSE 116.9 W/m², R² 0.896), outperforming boosting in RMSE by 3.0%. 
Boosting reduced daytime RMSE by only 1.0% but increased daytime MAE by 10.8%. These results identify deterministic solar geometry as the 
dominant predictable component and missing optical variables as the principal barrier to short-term accuracy. The framework is therefore a 
validated benchmark for future UV-risk modeling, not a surrogate UV-index predictor; operational extension requires colocated erythemal UV, 
cloud, ozone, aerosol, and albedo measurements. 
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INTRODUCTION 
 

High-altitude communities need dependable radiation 

information because exposure varies strongly within each day 

and across seasons. Ultraviolet (UV) and solar-radiation 

forecasting has therefore attracted statistical and machine-

learning approaches, including seasonal models, neural 

networks, random forests, and recurrent models (Junk et al., 

2007; Oliveira et al., 2021; Dabeedoal et al., 2023; Jiang et al., 

2024; Al-Farsi et al., 2026). These studies also show that useful 

UV models require a measured UV target or a physically 

relevant satellite product. 

The Puno project originally sought to predict the UV index from 

local meteorology. Inspection of the supplied station data 

changed the estimand: the response is hourly global solar 

radiation in W/m², not erythemally weighted UV radiation or 

UV index. Treating these quantities as interchangeable would 

produce a precise-looking but invalid health indicator. This 

study therefore asks a narrower, answerable question: how well 

can global solar radiation be predicted from the available hourly 

station variables, and how much does a nonlinear model 

improve on a strong temporal baseline? 

This work contributes an auditable five-year analysis rather 

than a claim of UV prediction. First, it uses a prospective 2024 

test period to preserve temporal ordering. Second, it compares 

meteorological regressors against a month–hour climatology, 

making the dominant periodic signal explicit. Third, it releases 

the complete processing code, tables, figures, predictions, and 

checksums. The central finding is that complexity does not 

guarantee better full-day prediction: the temporal baseline 

explains 89.6% of test variance. 

Three questions turn the project idea into testable decisions 

The study is organized around three decisions that a future 

monitoring system must make. The first question is whether the 

supplied variables support a valid UV-index model; the answer 

depends on whether UV is measured. The second question is 

whether contemporaneous meteorology improves the 

prediction of the measured outcome, global solar radiation, 

beyond its recurring calendar pattern. The third question is 

whether any apparent gain survives a chronological test that 

represents a future year. Stating these decisions before 

interpreting the models prevents the analysis from drifting 

toward whichever result appears most favorable. 

Each question has a corresponding evidentiary threshold. A UV 

claim requires a UV target and therefore cannot be tested with 

this workbook. A meteorological model must outperform the 

month–hour climatology on the untouched 2024 period to 

justify its added complexity. Finally, performance must be 

interpreted with both full-day and positive-radiation metrics 

because nighttime zeros can make a model appear more 

accurate than it is during exposure-relevant hours. These 

thresholds transform model comparison from a ranking 

exercise into a defensible decision rule. 

https://doi.org/10.51847/TcL3LvTBkq
https://creativecommons.org/licenses/by-nc-sa/4.0/
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Related work 

Solar and ultraviolet radiation forecasting 

The closest literature separates the prediction target from its 

atmospheric controls. Junk et al. (2007) reconstructed UV 

irradiation with radiation, visibility, and ozone-related 

information, whereas Jiang et al. (2024) combined ground UV 

observations with satellite predictors and evaluated several 

cross-validation schemes. Oliveira et al. (2021) treated the UV 

index as a multistep sequence problem, and Dabeedoal et al. 

(2023) compared neural and seasonal time-series models for 

both monthly solar radiation and UV index. Adjacent work 

extends sequence learning to long-horizon solar activity 

(Marcucci et al., 2023), total-column ozone (Wright & Matthews, 

2025; Hashemzadeh et al., 2026), and the calibration stability of 

reflective solar sensors (Mohammad et al., 2024; T.-C. Liu et al., 

2025). Aman et al. (2025) further show that cloud cover and UV 

index can improve photovoltaic prediction when those 

variables are measured. Together, these studies support two 

requirements for the present analysis: the target must be 

defined exactly, and complex models must be compared with 

seasonal baselines. 

Meteorological machine learning across 

environmental systems 

A broader environmental literature demonstrates the value—

and the limitations—of nonlinear meteorological models. 

XGBoost, random forests, mixed spatial models, and attribution 

frameworks have been used to study ozone and particulate 

matter under changing weather regimes (Hsu et al., 2024; Li et 

al., 2025; F. Liu et al., 2025; S. Liu et al., 2025; Meyer et al., 2025; 

Tong et al., 2025; Wang et al., 2025; Wan et al., 2026). Integrated 

forecasting systems consequently emphasize cyclic variables, 

transparent baselines, residual diagnostics, and interpretable 

contributions (Ashraf et al., 2025; Barkani & Allouani, 2025). 

Forecasts have also been embedded in adaptive urban 

infrastructure and edge-computing systems (Bedi et al., 2026; 

Bouali et al., 2026). These applications motivate the present 

feature engineering, but they do not remove the need for 

variables that directly represent clouds and atmospheric optical 

conditions. 

Health, exposure, and warning applications 

Environmental prediction becomes useful only when the 

exposure pathway is explicit. Meteorological machine learning 

has supported dengue forecasting in Taiwan and Singapore 

(Kuo et al., 2024; Tian et al., 2024), while climate and UV 

indicators have been examined in models of COVID-19 and 

influenza activity (Ianevski et al., 2019; Scabbia et al., 2022; Lyu 

et al., 2023; Chandrasekhar et al., 2025). More direct radiation 

applications include sunburn-risk prediction for outdoor 

workers (Gong et al., 2022), automated weather-alert 

frameworks (Bainapalepu & Bathula, 2025), and image-based 

characterization of skin lesions (Sanchez et al., 2021). These 

studies establish the social relevance of radiation information, 

but they also caution against translating a global radiation 

estimate into a health index without a validated dose-response 

or UV calibration. 

High-altitude context and transferability 

Puno's altitude makes transferability a scientific issue rather 

than a geographic detail. High-altitude research documents UV-

related aging outcomes, ecosystem responses, biological 

adaptation, and distinctive microbial environments (Lei et al., 

2022; Chen et al., 2023; Zhu et al., 2023; Collins et al., 2025; L. 

Wu et al., 2025; Teklu et al., 2025). Geography and climate also 

leave detectable signatures in agricultural products (Y. Wu et al., 

2026), while electromagnetic snow sensing illustrates the 

instrumentation challenges of cold, elevated environments 

(Alexander & Patel, 2025). UV exposure affects engineered 

materials as well as organisms (Bi et al., 2026), and outdoor-

productivity research shows that environmental effects can be 

nonlinear and occupation-specific (X. Liu et al., 2018; Brown & 

Martinez, 2024). This diversity justifies local validation: a model 

trained elsewhere cannot be assumed to retain its calibration in 

the Altiplano. 

MATERIALS AND METHODS  

One station provides five years of hourly evidence 

The supplied workbook contains hourly observations from the 

Puno automatic meteorological station from 1 January 2020 

through 31 December 2024. Variables include atmospheric 

pressure, air temperature, relative humidity, accumulated 

precipitation, wind speed, wind direction, and global solar 

radiation. The two supplied workbooks have the same SHA-256 

hash and are exact duplicates; one copy was retained in the 

reproducibility package. Global solar radiation (W/m²) was the 

outcome. 

Cleaning preserves the raw record and isolates auditable 

transformations 

Raw measurements were not overwritten. We parsed date and 

hour into a timestamp, sorted records chronologically, and 

removed only the 230 rows without radiation measurements 

from modeling. Missing predictors were imputed with medians 

calculated on 2020–2023 data. Hour, day of year, month, and 

wind direction were represented by sine and cosine pairs to 

preserve their circular geometry. Negative radiation values 

were absent. 

The prediction problem is a temporally indexed regression task 

Let yₜ denote global solar radiation in W/m² at hour t, and let xₜ 

contain pressure, temperature, relative humidity, accumulated 

precipitation, wind speed, wind direction, and calendar 

variables. The learning objective is to estimate a nonnegative 

mapping fθ from the information available at t to the conditional 

expectation of radiation. This formulation makes the estimand 

explicit and prevents the UV index from entering the model as 

an unobserved proxy. 

 

ŷₜ =  max{0, fθ(xₜ)}  ≈  E[yₜ | xₜ]      (1) 

 

Periodic variables were embedded on the unit circle to 

eliminate artificial discontinuities between 23:00 and 00:00, 

December and January, or 359° and 0°. For a periodic variable z 

with period P, the transformation is 

 

ϕ(z; P)  =  [sin(2πz/P), cos(2πz/P)]ᵀ      (2) 
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The feature vector concatenates six continuous meteorological 

variables with sine–cosine pairs for hour, day of year, month, 

and wind direction as you see in Table 1. Missing continuous 

values are replaced by the median mⱼ estimated from the 

training period only, and standardized values use the training 

mean μⱼ and standard deviation σⱼ. 

 

x̃ₜⱼ =  (xₜⱼ −  μⱼ)/σⱼ,   xₜⱼ 

←  mⱼ when xₜⱼ is missing      
(3) 

 

Table 1. Coverage and quality of the supplied hourly variables. 

Variable Valid n Missing % Median Maximum 

Pressure (mmb) 43560 0.4 646.8 746.0 

Temperature (°C) 43655 0.2 9.9 21.8 

Humidity (%) 41484 5.2 50.0 100.0 

Precipitation (mm) 42751 2.3 0.0 234.0 

Wind speed (m/s) 43586 0.3 2.1 21.2 

Wind direction (°) 43581 0.4 173.0 360.0 

Solar radiation 

(W/m²) 
43509 0.5 7.0 1287.0 

A future-year test separates prediction from interpolation 

All models used 34,788 observations from 2020–2023 for 

training and 8,721 observations from 2024 for testing. The 

baseline predicts each test hour with the training mean for its 

month–hour combination. Linear and ridge regression 

represent additive relationships. Gradient boosting sequentially 

combines 80 depth-one decision trees with a learning rate of 

0.08, allowing nonlinear threshold effects while remaining 

inspectable. Predictions were constrained to nonnegative 

values. 

Four estimators isolate seasonality, shrinkage, and nonlinearity 

The climatological estimator conditions only on calendar month 

m and hour h. It is intentionally strong because solar geometry 

is highly periodic; any higher-capacity model must demonstrate 

incremental information beyond this benchmark. 

 

ŷᶜˡⁱᵐₜ =  (1/Nₘₕ) Σᵢ ∈ Train yᵢ ·  𝟙(monthᵢ

= m, hourᵢ = h) 
(4) 

 

Ordinary least squares estimates a global additive response, 

whereas ridge regression stabilizes correlated cyclic and 

meteorological coefficients through L₂ regularization. The 

intercept is not penalized. 

β̂ridge =  arg minβ {Σᵢ

∈ Train (yᵢ −  β₀ 

−  x̃ᵢᵀβ)² +  λ‖β‖₂²} 

(5) 

 

The nonlinear estimator is an additive ensemble of M=80 depth-

one regression trees. At boosting iteration m, a stump hₘ 

partitions one standardized predictor at a learned threshold 

and approximates the current residual; ν=0.08 controls each 

update. 

 

F₀(x) = ȳtrain,   Fₘ(x)

= Fₘ₋₁(x) + νhₘ(x),   m

= 1, … ,80 

(6) 

Complementary metrics separate typical error from large misses 

Performance was summarized by mean absolute error (MAE), 

root mean square error (RMSE), and the coefficient of 

determination (R²). Metrics were computed for all observations 

and separately for positive-radiation hours. This second 

analysis prevents the many nighttime zeros from obscuring 

daytime error. The full procedure is deterministic and uses no 

future target values. 

 

MAE =  (1/n)Σᵢ₌₁ⁿ|yᵢ − ŷᵢ|,   RMSE 

=  √[(1/n)Σᵢ₌₁ⁿ(yᵢ

− ŷᵢ)²] 

(7) 

R² =  1 −  [Σᵢ₌₁ⁿ(yᵢ − ŷᵢ)² / Σᵢ₌₁ⁿ(yᵢ

− ȳ)²]      
(8) 

 

MAE estimates the typical absolute deviation, RMSE emphasizes 

infrequent large misses, and R² measures explained variation 

relative to the 2024 test mean. Reporting all three prevents a 

single metric from concealing an operationally relevant failure 

mode. 

RESULTS AND DISCUSSION  

The record is nearly complete and strongly periodic 

The target is available for 99.5% of rows, while relative 

humidity has the largest predictor gap (5.2%); (Table 1). Mean 

monthly radiation ranges from 247.0 W/m² in June to 304.2 

W/m² in October (Table 2). The median remains close to zero 

because each month includes nighttime observations. Radiation 

is concentrated between approximately 09:00 and 16:00 

throughout the year (Figure 1), indicating that any credible 

model must first match the solar cycle. 

 

Table 2. Monthly climatology of global solar radiation. 

Month n Mean W/m² P95 W/m² Positive % 

Jan 3685 280.1 1078 56.1 

Feb 3365 270.1 1060 55.1 

Mar 3700 250.0 991 53.6 

Apr 3593 267.6 975 53.4 

May 3698 252.2 898 51.4 

Jun 3576 247.0 866 51.3 

Jul 3680 256.4 895 51.1 

Aug 3695 276.1 970 52.4 

Sep 3580 289.2 1050 53.7 

Oct 3689 304.2 1108 54.1 

Nov 3553 301.6 1095 54.4 

Dec 3695 277.2 1041 55.2 
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Figure 1. Mean hourly solar radiation by month. The 

dominant structure is diurnal; seasonal changes mainly 

affect intensity. 

A simple temporal baseline is difficult to beat 

The month–hour climatology produced the lowest full-day 

error: MAE 57.6 W/m², RMSE 116.9 W/m², and R² 0.896 (Table 

3). Boosting was close but did not improve full-day RMSE. 

Linear and ridge regression performed substantially worse, 

indicating that additive effects cannot represent the sharp 

transition between nighttime and daytime even with cyclic 

calendar features. 

 

Table 3. Prospective performance on the 2024 test set; lower 

MAE/RMSE and higher R² are better. 

Model Hours MAE RMSE R² 

Month-hour climatology All 57.6 116.9 0.896 

Month-hour climatology Positive 107.2 159.7 0.800 

Linear regression All 125.3 168.6 0.783 

Linear regression Positive 175.6 209.3 0.657 

Ridge regression All 125.3 168.5 0.783 

Ridge regression Positive 175.6 209.3 0.657 

Decision-stump boosting All 73.3 120.6 0.889 

Decision-stump boosting Positive 118.7 158.1 0.804 

 

Daytime variability exposes the missing information 

During positive-radiation hours, boosting achieved a slightly 

lower RMSE than climatology (158.1 versus 159.7 W/m²), but 

climatology retained the lower MAE (107.2 versus 118.7 

W/m²). Figure 2 shows why: the baseline tracks the regular 

daily envelope but cannot reproduce abrupt attenuation or 

unusually high peaks. Rapid cloud changes are a known source 

of short-term radiation variability (Junk et al., 2007), yet cloud 

cover, total-column ozone, aerosols, and direct UV 

measurements are absent here. The marginal daytime gain from 

boosting is therefore scientifically plausible but insufficient for 

an operational UV warning system. 

 

 
Figure 2. The best full-day model captures the daily 

envelope but smooths short-lived departures in the 2024 

test period. 

Metric-dependent rankings reveal a small, not decisive, nonlinear 

gain 

The model ranking changes only when the evaluation 

emphasizes large daytime misses. Across all hours, climatology 

reduces RMSE by 3.0% relative to boosting and reduces MAE by 

21.4%. During positive-radiation hours, boosting reduces RMSE 

by only 1.0%, while climatology still reduces MAE by 9.7%. 

Thus, boosting occasionally follows daytime peaks more closely, 

but it makes larger typical errors. This metric-dependent trade-

off is too small to justify replacing the transparent baseline for 

general hourly estimation, although it identifies the specific 

regime in which better optical predictors could add value. 

The error structure identifies the missing physical state 

The residual pattern is consistent with an omitted-variable 

mechanism rather than insufficient estimator capacity. Solar 

geometry controls the smooth daily envelope, which the 

climatology captures directly. Departures from that envelope 

arise when clouds, aerosols, ozone, surface albedo, and sensor 

conditions modulate atmospheric transmission. Because those 

variables are unavailable, boosting can only infer coarse proxies 

from humidity, precipitation, and wind. The remaining error 

should therefore be interpreted as conditional uncertainty 

under incomplete optical-state observation, not merely as an 

optimization deficit. 

The result is an explanatory benchmark, not an operational 

forecast 

The best full-day model is valuable because it establishes how 

much of the signal can be explained without contemporaneous 

weather forecasts. Its month–hour lookup is transparent, 

inexpensive, and easy to update, which makes it useful for 

detecting sensor departures and setting a minimum 

performance target for future models. It is not, however, a 

weather forecast in the physical sense: it reproduces the 

expected calendar envelope rather than predicting clouds. Any 

operational system should therefore report the baseline as an 

expected radiation profile and reserve the term forecast for 

models driven by genuinely future meteorological inputs. 

Implications for UV-oriented research 

UV and global solar radiation are related but not equivalent. 

Published UV reconstructions combine a measured UV target 

with ozone, radiation, visibility, or satellite products (Junk et al., 

2007; Jiang et al., 2024), while multistep UV forecasting studies 

train directly on UV-index series (Oliveira et al., 2021). 
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Accordingly, global-radiation predictions may support sensor 

diagnostics or solar-resource planning, but converting them 

into UV index requires an independently validated physical or 

statistical calibration. A future Puno study should collect 

colocated erythemal irradiance, cloud fraction, ozone, aerosol 

optical depth, and albedo. 

Why meteorological complexity produced limited gains 

The comparison clarifies what the available predictors can and 

cannot explain. Pressure, temperature, humidity, precipitation, 

and wind describe the local atmospheric state, but their 

contemporaneous values are indirect proxies for optical 

transmission. The month–hour baseline already captures solar 

geometry and the average seasonal envelope. Boosting can 

adjust that envelope through nonlinear thresholds, which 

explains its small daytime RMSE advantage, but it cannot 

identify every transient cloud field from the supplied columns. 

Similar environmental studies obtain stronger attribution when 

they combine meteorology with emissions, satellite retrievals, 

circulation regimes, or explicit cloud and UV variables (Hsu et 

al., 2024; Aman et al., 2025; Tong et al., 2025; Wan et al., 2026). 

The result is therefore not evidence against machine learning; it 

is evidence that target-relevant measurement matters more 

than algorithmic complexity. 

Reproducibility and operational interpretation 

The temporal split makes the reported errors closer to a 

deployment question than random cross-validation would: 

every 2024 prediction is evaluated against observations that 

occur after the training period. The released package records 

the raw-file checksum, preprocessing rules, trained climatology, 

nonlinear model, test predictions, tables, and figures. This 

design allows another analyst to reproduce the exact results, 

substitute a different estimator, or append new station years 

without silently changing the original workbook. Operational 

use should nevertheless distinguish estimation from 

forecasting: the meteorological regressors use variables 

observed at the target hour, so they are diagnostic models 

unless future weather predictors are supplied by a forecast 

system. 

Limitations and next validation study 

Four limitations bound the conclusions. First, the study uses one 

station, so spatial generalization across the Lake Titicaca basin 

is unknown. Second, the file contains no quality flags or 

maintenance metadata; anomalous pressure and precipitation 

values were retained rather than removed without 

documentary justification. Third, positive-radiation hours are 

defined empirically by the observed target, which is suitable for 

evaluation but not an operational daylight classifier. Fourth, no 

direct UV, cloud, ozone, aerosol, or albedo measurements are 

available. A next study should deploy a calibrated erythemal 

radiometer alongside the meteorological station, define sensor-

quality rules prospectively, evaluate rolling-origin forecasts, 

and reserve at least one complete year and one external station 

for validation. 

For Puno, the next investment should improve measurement 

before model complexity 

The evidence points to a concrete priority for local institutions. 

A more elaborate algorithm trained on the same columns is 

unlikely to resolve rapid optical variability, because the missing 

information is physical rather than computational. The next 

investment should therefore pair the existing station with 

calibrated erythemal UV, cloud-fraction, ozone, aerosol, and 

maintenance records. Once these measurements are available, 

the current climatology provides a fixed benchmark against 

which random forests, sequence models, and physically 

informed hybrids can be evaluated prospectively. This 

sequence—measure, benchmark, then model—reduces the risk 

of deploying an impressive but unvalidated public-health 

indicator. 

CONCLUSION 

A prospective evaluation of five years of hourly data shows that 

Puno's global solar radiation is dominated by stable month–

hour structure. The transparent climatology explains 89.6% of 

2024 variance and achieves the lowest full-day MAE and RMSE; 

nonlinear boosting offers only a 1.0% daytime RMSE advantage 

while increasing typical daytime error. The evidence therefore 

supports a simple decision: retain the climatology as the 

benchmark, describe it as an expected radiation profile, and do 

not infer UV index from it. A defensible public-health warning 

model requires direct UV and atmospheric optical 

measurements before additional algorithmic complexity. 
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